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Abstract— In this work, we present a novel optimization-
based input allocation strategy for fully-actuated multirotor
aerial vehicles with N propellers that explicitly respects box
constraints on the control inputs in both positive and negative
actuation values while accounting for a deadband around zero.
The resulting optimization problem belongs to the fundamental
class of NP-hard global optimization problems, which can
be recast as a Mixed-Integer Linear Program (MILP). We
show that feasible solutions to this formulated MILP can
efficiently be computed using a standard branch-and-bound
algorithm. Building on that algorithm, the proposed method
also robustly handles cases in which the desired allocation
is infeasible by introducing several fallback instances. The
method is experimentally validated on an octo-rotor platform,
demonstrating the effectiveness of the proposed approach and
its superior performance compared to the conventional QP-
based allocation method.

I. INTRODUCTION

Fully-actuated Multirotor Aerial Vehicles (MAVs) repre-
sent an emerging class of aerial robots capable of decoupled
force and moment generation, allowing for executing inde-
pendent translational and rotational maneuvers [1]. Over the
past decade, progress in this relatively recent technology has
enabled deployment in a vast range of industrial applications.
However, these advances have, in turn, also raised new
challenges in system design, modeling, and control [2].

One such challenge is the development of a strategy to
map the desired wrench, generated by a control scheme, to
the actuator speeds while respecting their hardware limits.
This problem is commonly referred to as control or input
allocation. Straightforward inversion of the allocation matrix
is always possible, provided that it is full-rank, for square
systems, such as the ODAR vehicle [3] and the hexarotor [4]
where the authors solved the allocation problem taking
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the inverse of this matrix, this approach is generally not
applicable to a large class of fully-actuated MAVs since they
typically possess more actuators than the dimension of the
wrench space, resulting in a redundant system [5].

Several works have addressed the control allocation prob-
lem in the literature, often in the context of implementing
specific control strategies [6]. In the absence of actuator
constraints, or when the desired motion is guaranteed to
remain sufficiently slow such that actuator limits are never
reached, the min-norm solution, obtained via the Moore-
Penrose pseudoinverse of the allocation matrix, can provide
a very computationally-efficient approach , which is the
method adopted in [7]–[10]. Alternatively, the works in [11],
[12] use a weighted pseudoinverse to properly balance the
distribution of control effort among the inputs. Although it
does not impose constraints on propeller speeds, the authors
in [13] show that weighting matrices can be utilized to
accommodate the maximum tilt constraints of the actively-
tilting propellers . Comparison of the performance of various
pseudoinversion schemes in experiments is given in [14].
However, in practical applications, box-shaped actuator con-
straints are ubiquitous because lower bounds on propeller
speeds are imposed by common sensor-less electronic speed
controllers whose indirect rotation speed measurement using
current sign inversion and a timer does not work properly
below a certain speed threshold [15], rendering the uncon-
strained pseudoinverse solution generally insufficient.

With numerous efficient numerical solvers available [16],
quadratic programming (QP) constitutes a convenient frame-
work to deal with input constraints, when the feasible solu-
tions live in a convex set, since it is well-suited for real-
time implementation on reasonably-sized widely-available
microcontrollers which typically require less than 0.5 ms to
compute a solution [17]. This approach is followed by a large
body of literature, representative examples include [18]–
[21]. The method in [22] formulates a constrained convex
optimization problem solving the exact allocation while
taking into account the actuator dynamics and their bounds.
Furthermore, exploiting redundancy through optimizing the
projection on the nullspace of the allocation matrix to satisfy
input constraints is explored in [23], [24].

An alternative methodology consists of incorporating the
allocation problem directly into the control algorithm, such
that the actuator commands are computed simultaneously
with the control law itself. For instance, in [25], the authors
present a discretely-linearized convex optimization frame-



work that solves for the propeller speeds while enforcing in-
put constraints. Moreover, replacing the optimization formu-
lation, an explicit reference governor (ERG) that modifies the
reference signals such that actuator limits are not exceeded is
proposed in [26]. Similarly, model predictive control (MPC)
framework can explicitly consider actuator limits within its
list of constraints, as demonstrated in [27]–[29].

The focus in all of those methods remains solely on convex
feasible-solution sets. However, the feasible set shaped by
the input constraints can become non-convex when each
propeller input is restricted to two disjoint bounded intervals,
corresponding to the two actuation directions and separated
by a deadband around zero. This is the case when bidi-
rectional propellers are used, as commonly done in fully-
actuated multirotor designs [10], [30]. These vehicles may
require some propellers to reverse their direction of rotation
during flight. In each of these directions, the electronic
speed controllers (ESC) may impose a minimum speed limit
in addition to a maximum rotation speed. This creates a
deadzone around zero velocity in the input space.

While [31] implements a nullspace optimization method to
impose constraints of that nature commanding inputs away
from the deadzone, this optimization is not guaranteed to
find a global solution, since the search is restricted to a
hysteresis set, i.e., a set within which some propellers assume
fixed rotation directions for a prespecified time period. By
seeking solutions only within that set at a given instant,
it may exclude other feasible and lower-cost thrust distri-
butions corresponding to different combinations of rotation
directions among propellers. Moreover, due to this waiting
period introduced by the hysteresis mechanism, the alloca-
tion problem may become infeasible even when the desired
wrench is physically attainable. This method might also not
be easy to generalize if the explicit nullspace span is difficult
to compute or does not exhibit a convenient structure.

In contrast, our method directly minimizes switching in the
cost function itself, does not depend on any special structure
of the allocation matrix or its nullspace, and solves the full
constrained allocation problem in real time, yielding a global
solution and making it applicable to more general redundant
systems. Threfore, this work addresses the constrained con-
trol allocation problem, handling a non-convex feasible set.
The main contributions of this work are as follows.
� A formulation of the control allocation problem for re-

dundantly actuated MAVs as a non-convex optimization
problem that explicitly accounts for the saturation limits
of bidirectional propellers in each direction of rotation.

� A reformulation of this non-convex optimization into an
equivalent Mixed-Integer Linear Program (MILP) that also
minimizes switching in the propeller rotation directions.

� A computationally-efficient procedure suitable for real-
time implementation that solves this allocation problem,
based on the Branch-and-Bound algorithm [32].

An experimental validation of the proposed allocation algo-
rithm on an octarotor MAV platform is performed to validate
the contributions above. The proposed allocation is com-
pared against a QP-based allocation, showing considerable

improvement in the trajectory tracking accuracy.
The rest of the paper is organized as follows. Sec. II

lays out the formulation of the non-convex optimization and
its equivalent MILP problem, while Sec. III describes the
proposed solution procedure. We devote Sec. IV to display
the results of the flight experiments. Sec. IV concludes the
paper by summarizing the results and giving some remarks
on future work.

II. PROBLEM FORMULATION

This section introduces the formulation of the non-convex
QP optimization allocation problem for a generic redundantly
actuated MAV with N > 6 fixedly-attached propellers. Sub-
sequently, an equivalent mixed-integer linear programming
(MILP) formulation is described.

For ease of notation, and without loss of generality, we
assume that all propellers share identical speed bounds de-
noted by

¯
u, ū 2 R for minimum and maximum speed limits,

respectively. Under bidirectional operation, the admissible
speed set for each propeller i is given by the union of two
disjoint intervals in R corresponding to positive (counter-
clockwise) and negative (clockwise) rotation directions. Let
the admissible speed interval in the positive direction be
[
¯
u, ū] � R, hence the feasible speed set of propeller i is
Si = �[

¯
u, ū] [ [

¯
u, ū]. For a number of N propellers, the

admissible input set SN is a union of 2N disjoint convex
sets and given by

SN :=
{
u = vec(ui) 2 RN :

¯
u � juij � ū, i = 1, . . . , N

}
=

⋃
k2f1;�1gN

(k1[
¯
u, ū]� � � � � kN [

¯
u, ū]) � RN

(1)

where vec(�) is a vector in RN whose elements are �,
ui = ωijωij 2 Si with ωi 2 R being the rotation speed
of propeller i while ki is the component of each sign vector
k 2 f1,�1gN that corresponds to propeller i direction
of rotation: ki = 1 or ki = �1 for counterclockwise
or clockwise rotation, respectively. Figure 1 visualizes the
topology of this input space for a trivial example of a two-
propeller MAV. In this situation, S2 � R2 becomes

S2 =
⋃

k2f�1;1g2
(k1[

¯
u, ū]� k2[

¯
u, ū])

= [u, ū]� [u, ū] [ [u, ū]� [�ū,�u]
[ [�ū,�u]� [u, ū] [ [�ū,�u]� [�ū,�u]

(2)

Now, we define the allocation problem.

Problem 1 (Non-convex QP). Given the allocation matrix
A 2 R6�N , mapping the propeller speeds to the desired
wrench [5], and a desired wrench wl 2 W at time instant
l, where W � R6 is the wrench space, find an admissible
propeller speeds vector ul 2 SN , with SN defined as in (1),
such that it satisfies P.E, if feasible, or otherwise P.N
� P.E: Exact Allocation

min
ul2SN

1

2
jjuljj2;Qu

+
1

2
jjul � ul�1jj2;Q�u

s.t. wl = Aul

(3)



Fig. 1: Example of the admissible input set S2 � R2 in case of
N = 2 bidirectional propellers u1 and u2: S2 = s1[s2[s3[s4. ki

indicates the rotation direction of propeller i inside convex subset
sj , with j = 1, � � � , 2N .

� P.N: Minimum Error Allocation

min
ul2SN

1

2
jjuljj2;Qu

+
1

2
jjul � ul�1jj2;Q�u

+
1

2
jjwl �Auljj2;Qw

(4)

where jj � jj2;Q denotes the Euclidean 2-norm of � weighted
by an appropriately-sized positive-definite matrix Q.

This optimization in Problem 1 is non-convex due to the
non-convexity of the admissible input set S � RN , which
is the union of 2N disjoint hyperrectangles in RN . For
sufficiently small N , the problem can be solved in a brute
force fashion [33]. In particular, all 2N sign combinations
are considered, each corresponding to a convex subset of
S for which the resulting problem reduces to a convex
quadratic program (QP). The optimal solution is then se-
lected as the one that minimizes the objective function among
all candidate solutions obtained by enumerating over all
these 2N subsets. This approach becomes computationally-
intractable as N gets larger, making it unsuitable for real-
time implementation.

Much faster algorithms to solve this class of problems
exist if it can be transformed to a mixed-integer optimization.
To this end, we define a binary vector y 2 f0, 1gN , whose
i-th component encodes the direction of rotation of the i-
th propeller. Specifically, yi = 0 corresponds to negative
rotation, otherwise it represents a positive rotation. The sign
variable ki is mapped to yi according to

ki = 2yi � 1, ki 2 f�1, 1g. (5)

Thus, similarly to k, each instance of the vector y indexes
a convex subset in SN . Problem 1 can thus be recast as the
following MILP that seeks, at each instant l, solutions of ul

in RN and yl 2 f0, 1gN subject to 0-1 integer constraints.

Problem 2 (MILP). Given the allocation matrix A 2 R6�N

and a desired wrench wl 2 W at time instant l, find
an admissible propeller speeds vector ul 2 RN and the
associated vector yl 2 f0, 1gN such that they satisfy P.E, if
feasible, or otherwise P.N

� P.E: Exact Allocation

min
ul;yl

1

2
jjuljj2;Qu

+
1

2
jjul � ul�1jj2;Q�u

+ jjyl � yl�1jj1;�

s.t. wl = Aul,

¯
uyl � ū(1N � yl) � ul � ūyl � ¯

u(1N � yl)
(6)

� P.N: Minimum Error Allocation

min
ul;yl

1

2
jjuljj2;Qu

+
1

2
jjul � ul�1jj2;Q�u

+ jjyl � yl�1jj1;� +
1

2
jjwl �Auljj2;Qw

s.t.
¯
uyl � ū(1N � yl) � ul � ūyl � ¯

u(1N � yl)
(7)

where jj � jj1;� denotes the 1-norm weighted by a vector
� 2 RN

�0, whereas 1N signifies a vector of size N with all
entries equal to 1.

The cost term on y in the objective penalizes the total
number of jumps in yl from the previous yl�1, weighted
by the elements of � which can be used to manage the
distribution of chattering among the propellers. We focus
our attention on solving Problem 2 in the next section.

III. PROPOSED ALLOCATION ALGORITHM

This section provides the algorithm used to compute
the optimal solution to Problem 2, based on the Branch-
and-Bound (B&B) search [32], and discusses its real-time
implementation. We first recall the fundamental principles
underlying the B&B algorithm. We conclude by constructing
a tailored procedure that reduces the burden on the computa-
tional resources, making the proposed approach suitable for
real-time deployment on MAVs platforms.

Problem 1 is an instance of non-convex quadratic program-
ming with box constraints on the decision variables that form
disjoint sets, which is well-known to belong to the class of
NP-hard problems [34], meaning that, loosely speaking, there
is no polynomial-time solution for them, rendering them
intractable to solve for large inputs N . Although the time
complexity to solve Problem 2 is exponential in N in the
worst case, which is enumeration over all 2N elements of
the search space by brute force, the average complexity is
shown to be much lower since the B&B algorithm can find
the optimum without exploring all the search space [35],
[36].

A. Background: Branch-and-Bound algorithm

The B&B algorithm, first appeared in [32], is briefly
reviewed here to establish the necessary foundation for
understanding the allocation procedure presented in the fol-
lowing. Interested readers are encouraged to refer to standard
textbooks on integer programming, such as [33, Chapter 7],
for a more comprehensive treatment.

The B&B algorithm computes the global optimum of
Problem 2 by systematically exploring a search tree until
a leaf node corresponding to a candidate integer-feasible
solution is reached. At each node, three main operations are



performed after initialization: branching, which partitions the
node’s feasible set into smaller subproblems; node selection,
which determines which child node to be explored first;
and pruning, which eliminates subtrees that are infeasible or
cannot contain a solution better than the current incumbent,
i.e, best found solution of Problem 2.

The search tree originates at a root node corresponding to
the continuous relaxation of Problem 2, obtained by allowing
the binary decision variable y to take values in RN and
adding these bound constraints 0N � y � 1N to the existing
ones. This reduces Problem 2 to a constrained convex QP.
After solving it, its optimal objective value initializes the
dual bound, denoted by JD . If the y solution additionally
is integer-feasible, i.e. all of its components live in f0, 1gN ,
the objective provides an initial primal bound, symbolized by
JP , as well. Otherwise, the JP is set to +1, indicating that
no integer-feasible solution has yet been found, and then we
start the iteration by branching out of this root node. At each
iteration, the three operations performed are summarized as
follows.

� Branching: If the solution y contains fractional compo-
nents, branching is performed by selecting the component
whose fractional value is closest to 0.5. Subsequently,
two child nodes are generated by replacing the bound
constraint on the selected component yi existing in the
parent’s relaxed problem with the equality constraint yi =
0 in one child node and yi = 1 in the other. This
shrinks the feasible set of the parent’s relaxed problem
by progressively enforcing integrality of y. It is worth
noting that different branching and node selection strate-
gies exist [37], and their choice influences the size of the
explored search tree and, consequently, the computational
complexity required to obtain the optimal solution.

� Node selection: If neither of the two child nodes to the
current one is pruned, one of them is selected to be
explored next if it has the lowest dual bound JD (cost).
This best-bound strategy prioritizes the most promising
sub-trees to search first, leading to minimizing the total
number of nodes evaluated [33]. The tree can initially be
traversed using a Depth-First Search (DFS), which has
an O(N) time complexity, i.e. the fastest descending in
the tree by a sequential computer, until an integer-feasible
solution is found. Then, node selection switches to best-
bound strategy. This can rapidly yield an initial incumbent
primal bound JP < +1, boosting the pruning more
efficiently in the next step.

� Pruning: After solving the relaxed problem at a given
node, pruning criteria are applied to eliminate subtrees
that cannot contain a better solution than the incumbent
primal bound. Specifically, a node is pruned, if any of the
following occurs:
– the relaxed QP problem is infeasible;
– the relaxed solution is integer-feasible, in which case its

dual bound JD is used to update the primal bound JP

only if its is lower than the incumbent primal bound JP ,
and no further branching is required, making this node

Prune relaxed QP infeasible

1

2

3

4 5Integer-feasible,
Prune

Select

Prune

Root

Terminate:
Optimum at Node 4

Unexplored

leaf node

Unexplored

Fig. 2: Diagram illustrating a simple execution of our implemented
version of B&B, explained in Sec. III-A. The maximum size of any
branch is N . This tree is initially traversed using DFS until Jp :=
JD;4 < +1, an incumbent, is found, hence the node numbering,
then switches to best-bound strategy.

a leaf;
– its dual bound JD is greater than or equal to the in-

cumbent primal bound, indicating that no better integer-
feasible solution can exist within that sub-tree.

The algorithm terminates when no active nodes remain, i.e.
all explored nodes have either yielded leafs or been pruned,
at which point the incumbent primal bound corresponds to
the globally optimal solution to Problem 2. Figure 2 depicts
a simple search tree of the algorithm.

B. Proposed Solution

In the worst-case scenario, finding the global optimum
with the B&B algorithm would require enumerating all 2N

nodes in the search tree. For an Octo-rotor with N = 8 pro-
pellers, this entails solving 28 = 256 QPs per control cycle at
any given instant, taking about 130 ms, assuming a QP takes
about 0.5 ms at most [17], , causing the computational load to
be incompatible with the frequency at which the the control
loop is typically executed (500� 200 Hz) on flight autopilot
boards. For this reason, any real-time implementation must
have an exception handling mechanism to accommodate this
extreme case in which the algorithm exceeds a prescribed
time threshold dictated by the real-time constraint.

Here, we propose a solution procedure that invokes the
B&B algorithm only when necessary and incorporates addi-
tional measures to handle cases in which the algorithm takes
excessive time to converge. We detail the aforementioned
procedure in Algorithm 1 to solve the allocation problem, in-
cluding the fallback mechanisms employed when Problem 2
becomes infeasible or when some time thresholds denoted
by TP:E > 0 and TP:N > 0 are exceeded. The optimization
at time l is warm-started using the previous input ul�1 and
set selector vector yl�1. Accordingly, the root node of the
B&B algorithm is initialized with these values whereas each
child node is warm-started using the optimal solution of its
respective parent node. The rationale behind this is that the
desired wrench typically evolves smoothly over time, making



Algorithm 1 Allocation Procedure at Instant l
Input: desired wrench wl , previous commanded input ul�1 ,
previous commanded set vector yl�1 and it is measured current
value ymeas

l from the ESC board.
Output: u l and yl : (u l ; y l )
Solve allocation by pseudoinverse:

u pinv
l  A yw l

if u pinv
l ; u l�1 2 S N and ymeas

l = y l�1 then
(u l ; y l )  (u pinv

l ; 1
2 (sign(u pinv

l ) + 1 N ))
return (u l ; y l )

end if
Solve Prob. 2 (P.E) using B&B in Sec. III-A: (uP:E

l ; y P:E
l )

if global uP:E
l feasible found before time TP:E then

(u l ; y l )  (u P:E
l ; y P:E

l )
return (u l ; y l )

else if threshold TP:E reached then
(u l ; y l ) (u

P:E
l;inc ; y P:E

l;inc ) %local incumbent at TP:E

return (u l ; y l )
end if
Solve Prob. 2 (P.N) by B&B in Sec. III-A: (uP:N

l ; y P:N
l )

if global uP:N
l feasible found before time TP:N then

(u l ; y l )  (u P:N
l ; y P:N

l )
return (u l ; y l )

else if threshold TP:N reached then
(u l ; y l ) (u

P:N
l;inc ; y P:N

l;inc ) %local incumbent at TP:N

return (u l ; y l )
end if
Solve exact convex QP1 with only max constraints: uQP 1

l

min
u QP 1

l

1
2

jju QP 1
l jj 2;Q u +

1
2

jju QP 1
l � u l�1 jj 2;Q �u

s.t. wl = A u QP 1
l ; ��u � u QP 1

l � �u

if feasible then
(u l ; y l )  (u QP1

l ; 1
2 (sign(u QP1

l ) + 1 N ))
return (u l ; y l )

end if
Solve min-err. convex QP2 with only max constraints: uQP2

l

min
u QP 2

l

1
2

jju QP 2
l jj 2;Q u +

1
2

jju QP 2
l � u l�1 jj 2;Q �u

+
1
2

jjw l � A u QP 2
l jj 2;Q w

s.t. � �u � u QP 2
l � �u

if feasible then
(u l ; y l )  (u QP2

l ; 1
2 (sign(u QP2

l ) + 1 N ))
return (u l ; y l )

else if infeasible then
return (u l ; y l )  (u l�1 ; y l�1 )

end if

the new optimal input likely to be close to the previous one.
This can accelerate the convergence of the B&B algorithm
by providing effective initial guesses to its relaxed-QPs.

At each sampling instant l, Algorithm 1 begins by com-
puting the pseudoinverse solution. Before accepting it, it
veri�es whether it is admissible and whether the previously
commanded input set has been successfully realized by the
hardware. If these conditions are not satis�ed, a timer TP:E is
activated, during which the MILP solver attempts to compute
the exact allocation P.E in Prob 2. If a global incumbent is

found while TP:E is still running, it terminates. Otherwise,
if TP:E is on but P.E is infeasible, TP:E is replaced by a
second timer TP:N for solving the non-exact allocation P.N
in Prob 2. Similarly, if a global solution is found within
TP:N , it is returned. If P.N is found infeasible in the TP:N

period, the procedure continues by solving an exact or min-
error convex QPs, disregarding the deadzone, and denoted,
respectively, by QP1 and QP2 in Alog. 1. In all cases, if
either TP:E or TP:N is exceeded without a global incumbent,
the algorithm returns the best incumbent solution available
at that time, corresponding to a locally optimal allocation.
Thus, the role of the timers is to limit the time allowed for the
global feasibility check of the MILP problem. If all methods
are infeasible, the previous solution is reapplied.

IV. EXPERIMENTAL VALIDATION

We carry out an experiment that is well-representative of
the target application scenario. The octo-rotor robot used in
the experiments, shown in Fig. 4, is an omnidirectional MAV
with eight �xedly-tilted propellers and a rigidly-attached
end-effector, for which modeling and trajectory tracking
controller are extensively studied in [25], [30].

The experimental setup relies on several components. The
trajectory controller, implemented in C++ as a GenoM3
component running on the Paparazzi Chimera v1.1 autopilot
board, takes the state as an input whose estimation comes
from a standard Unscented Kalman Filter (UKF). It fuses full
pose readings from a motion capture system (OptiTrack) and
measurements from the accelerometer and gyroscope sensors
in the IMU of the autopilot. A reference trajectory obtained
via a constant-snap minimum-time spline interpolation be-
tween waypoints is sent from a ground station equipped
with intel i5-10210U CPU, having four cores and running at
1.60 GHz, to the onboard tracking controller. The controller
outputs the desired wrench to the allocator, whose task is
to compute the desired propeller speeds to be tracked by
the propellers' ESCs. Two different allocators are used: the
proposed one and the baseline.

The baseline allocator solves this convex QP-based allo-
cation

min
u QP

l

1
2

jju QP
l jj2;Q u

+
1
2

jju QP
l � u l�1 jj2;Q �u

s.t. wl = A u QP
l ; ��u � u QP

l � �u:

(8)

The baseline is deadzone-agnostic, so it can command pro-
pellers to lie in the deadzone for a relatively long duration.
Both allocation methods are tested under identical initial
conditions, desired trajectory, software and hardware set-
tings, and controller tuning. All nodes solve convex QPs
using the ProxQP solver [17], implemented with the Eigen
library in GenoM3, and each QP is warm-started using the
active-set method. Videos of the experiments are available
at: https://youtu.be/fkAZkyIDCJk.

The results of the experiments are displayed in Fig. 3,
where the state evolution along with the desired trajectory of
the MAV during experiment are plotted. Observe that when
the propeller speeds calculated by the baseline allocator (see



(a) Baseline: conventional QP allocation

(b) Proposed allocation (Algorithm 1)

Fig. 3: Time evolution of the states and their desired trajectory during a combined rotation and translation maneuver. xB ; yB ; zB are the
X-, Y-, and Z- coordinates of the robot's position in the inertial frame; �; �;  are the roll, pitch, and yaw angles of the robot, respectively.
The superscriptd indicates desired quantities. The proposed method signi�cantly reduces attitude �uctuations compared to conventional
QP allocation. The �ight starts at 5 [s].

Fig. 3a), there is a considerable amount of chattering in the
attitude component, which leads to violent vibrations in the
mechanical chassis of the robot that are also visible in the
provided video. The vibrations occur around 15 s, when the
roll angle is commanded at 30 deg. Such vibrations can
have a detrimental effect on achieving contact-based physical
interaction with the end-effector when it is desired to slide
along this trajectory or to establish static contact at the
shown attitude in Fig. 4. Moreover, inaccuracies in position
tracking ensue. In contrast, our method in Fig 3b yields an

improved smoother tracking by removing these variations in
the attitude and providing a tighter tracking of the position
trajectory.

To provide an insight into why our method enhances the
tracking, Fig. 5 illustrates the propeller speeds obtained via
the two allocation methods. As it can be noted, the amount
of fast direction switching in the conventional QP-based
method is substantial. Furthermore, it commands speeds
within the deadzone, de�ned by the band between �uand u,
which is not realizable by the ESCs. These two phenomena



Fig. 4: The octarotor used in experiments during the 30-degree
roll maneuver, where the QP-based allocation causes chattering and
unrealizable speeds.

Fig. 5: Comparison between the commanded propeller speed be-
tween the two methods. Our method is on top, and the baseline is
at the bottom. Unlike with conventional QP, minimized switching
and no commanded speeds in the deadzone occur with the proposed
allocation. Different color bands are assigned to the durations for
which each subroutine in Algorithm 1 is active. Note that almost
100% of the time only 2 subroutines are active: pinv and P.E.

combined, namely fast switching and unrealizable speeds,
result in the poor tracking seen in Fig. 3a. On the other
hand, the proposed method minimizes switching, requiring
only eight suf�ciently-spaced switches of one propeller, and
avoids requesting propeller speeds within this deadzone from
the ESCs.

The computational cost of running our method is statisti-
cally evaluated in Fig. 6. While the exact allocation MILP

Fig. 6: Comparison of Algorithm 1 subroutines in terms of call
frequency and average execution time. TP:E = 2:5[ms] and
TP:N = 2:5[ms] combined are hit for 0:02% of the �ight time.

(P.E) in Algorithm 1 takes on average around 0:125 ms to
solve, the min-error MILP (P.N) converges to a solution
after about 0:5 ms. This is expected since MILP (P.N) of
Problem 2 has a larger admissible set of solutions due to the
absence of the equality constraints, consequently requiring
expanding more nodes to �nd the optimum. Both times are
comparable to that of the baseline case which can take around
0:5 ms to solve the QP [16]. It is worth noting that the MILP
allocation in Algorithm 1 is only executed when the almost
instantaneous pseudoinverse solution is not admissible. The
MILP time thresholds are reached only for 0:02% of the
�ight time.

V. CONCLUSION

We proposed an optimization-based formulation of the
control allocation problem for fully-actuated MAVs equipped
with bidirectional propellers that explicitly enforces the
minimum and maximum saturation limits of each propeller
in both directions of rotation. The resulting feasible set is
shown to be the union of disjoint intervals. We recast the
non-convex QP as a MILP, in which integer variables appear
in both the cost functional and the constraints. Experimental
results demonstrated that, compared to conventional QP-
based allocation, the proposed allocator signi�cantly reduces
�uctuations in propeller speed commands when operating
near the actuator dead-zones dictated by the hardware, im-
proving trajectory tracking performance. At the same time,
the computational time remains comparable to that of a
standard QP-based scheme.

Future work will focus on extending the experimental
validation to more aggressive �ight scenarios, generalizing
the allocation framework to treat the case of actively-tilted
propellers with position and rate constraints, and developing
a formal feasibility analysis of the proposed optimization.
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